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Abstract Sound source localization and beamforming constitute core components of mul-
tichannel speech acquisition systems, particularly in low-latency and resource-constrained set-
tings. While classical localization and spatial filtering techniques are well understood, their
interaction with modern deep-learning-based speech enhancement remains insufficiently char-
acterized, especially for small-aperture arrays operating under far-field assumptions. This work
aims to provide a systematic and reproducible performance analysis of localization-driven beam-
forming followed by neural post-enhancement in single-source acoustic scenarios. The study is
conducted using a physically grounded simulation framework that models free-field propagation
and additive noise. Direction-of-arrival estimates are obtained from time-difference-of-arrival
measurements and are subsequently used to steer classical beamformers. Both Delay-and-Sum
and minimum variance distortionless response beamforming are implemented from first prin-
ciples, including covariance regularization for numerical stability. A pre-trained deep neural
speech enhancement model is applied as a black-box post-processing stage without retraining or
architectural modification. Extensive Monte-Carlo experiments are performed over a wide range
of signal-to-noise ratios and source directions. Results are reported in terms of localization ac-
curacy and output signal-to-noise ratio improvement. The analysis highlights operating regimes
in which localization errors and beamformer mismatch significantly affect downstream enhance-
ment, as well as conditions under which neural post-processing compensates for classical pro-
cessing limitations. The findings offer practical insight into the combined use of traditional array
processing and learned enhancement in small-aperture far-field systems.

1 Introduction

Multichannel audio processing plays a central role in far-field speech acquisition systems, with
applications ranging from teleconferencing and human—machine interaction to hearing assis-
tance and acoustic scene analysis [1]. In such systems, sound source localization and beamform-
ing are commonly employed to spatially filter a target source prior to downstream processing.
Classical approaches to localization and beamforming are grounded in well-established phys-
ical and statistical models and offer predictable behavior, low computational complexity, and
strong interpretability [2]. In parallel, deep-learning-based speech enhancement techniques have
recently emerged as a powerful paradigm for noise reduction, often applied as post-processing
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stages to suppress residual noise and interference.

Despite their widespread adoption, the interaction between classical spatial filtering and neu-
ral speech enhancement remains insufficiently understood, particularly in small-aperture array
configurations operating under far-field assumptions. In practical systems, localization errors,
array geometry limitations, and noise conditions can significantly affect beamforming perfor-
mance, which in turn influences the behavior of subsequent neural enhancement stages. Un-
derstanding how these components interact, rather than treating them as isolated modules, is
therefore essential for the design of robust hybrid systems.

Sound source localization is typically formulated as a direction-of-arrival (DOA) estima-
tion problem, in which relative propagation delays between microphones are exploited to in-
fer the source direction [3]. For small arrays, time-difference-of-arrival (TDOA) estimation
methods based on generalized cross-correlation are particularly attractive due to their robustness
and computational efficiency. Among these, phase transform (PHAT) weighting is widely used
to mitigate the influence of colored noise and source spectral variations [4]. When combined
with least-squares reconstruction, such methods provide a simple and reproducible localization
pipeline that remains relevant in many practical systems. However, localization accuracy is in-
herently limited by array aperture, sensor noise, and model mismatch, and these limitations can
propagate directly to downstream processing stages.

Beamforming techniques rely on spatial filtering to enhance signals arriving from a desired
direction while attenuating noise and interference [5]. The delay-and-sum (DAS) beamformer
provides a simple and robust baseline, particularly under uncertain conditions. More advanced
approaches, such as the minimum variance distortionless response (MVDR) beamformer, exploit
second-order statistics of the microphone signals to achieve improved interference suppression
[6]. Although these methods offer enhanced performance, they are sensitive to steering errors
and inaccuracies in covariance estimation, especially in low signal-to-noise ratio (SNR) regimes.
Consequently, practical implementations often incorporate stabilization strategies, such as diag-
onal loading, to ensure numerical robustness [7].

In parallel, deep-learning-based speech enhancement has demonstrated remarkable perfor-
mance in both single-channel and multichannel settings [8]. Neural models trained on large-scale
datasets can learn complex non-linear mappings that suppress noise beyond the capabilities of
classical linear filtering. In many real-world systems, these models are deployed as black-box
post-processing modules applied to beamformer outputs. While this modular design simplifies
integration, it raises important questions regarding the extent to which neural enhancement com-
pensates for, amplifies, or is constrained by imperfections in upstream localization and beam-
forming stages [9].

Existing literature has extensively studied localization, beamforming, and neural enhance-
ment as largely independent problems. Numerous works focus on improving DOA estimation,
designing adaptive beamformers, or developing end-to-end neural architectures that jointly op-
timize spatial filtering and enhancement [10]. However, comparatively little attention has been
devoted to systematically analyzing classical localization-driven beamforming pipelines when
combined with pre-trained neural enhancement models operating as post-processors. This gap is
particularly relevant for small-aperture arrays, where localization uncertainty is non-negligible
and beamforming gains are inherently limited. In such scenarios, it remains unclear whether neu-
ral post-enhancement primarily mitigates residual noise, compensates for spatial filtering errors,
or introduces additional artifacts when upstream estimates are inaccurate [11].

Motivated by these considerations, this paper presents a unified palmprint recognition frame-
work that integrates multiscale signal analysis, kernel-based classification, and quantum-secure
communication. The proposed system employs contrast enhancement to improve palmprint im-
age quality, followed by multiscale feature extraction using two-dimensional Gabor filters and
local binary pattern encoding to capture complementary texture information. Classification is
performed using a support vector machine with a radial basis function kernel, while secure trans-
mission of biometric templates and authentication data is achieved through the BB84 quantum
key distribution protocol. By jointly addressing recognition performance and communication
security, the proposed framework provides a mathematically grounded and forward-looking so-
lution for palmprint-based biometric authentication.

The contribution of this work lies in providing a controlled, physically grounded, and repro-
ducible analysis of the interaction between classical localization-driven beamforming and neural
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speech enhancement. Rather than proposing new algorithms, the study focuses on understanding
how errors propagate across processing stages and identifying operating conditions under which
neural post-processing compensates for, or is limited by, classical spatial filtering. This perspec-
tive complements existing end-to-end approaches by preserving modularity and interpretability,
enabling stage-wise analysis of system behavior.

This manuscript is an extended and significantly improved version of the abstract enti-
tled “Localization-Guided Spatial Filtering for Far-Field Speech Enhancement” presented at
ICRAMI 2025 (Tunisia, November 2025). While the original work primarily focused on the
application of classical localization and beamforming techniques, the present study extends the
framework by incorporating neural post-enhancement using a pre-trained deep learning model.
In this extended version, we introduce a comprehensive and physically grounded simulation
framework, perform extensive Monte Carlo experiments across varying signal-to-noise ratios
and source directions, and provide a detailed analysis of error propagation between localiza-
tion, beamforming, and neural processing stages. Furthermore, the study includes additional
evaluation metrics such as perceptual speech quality (PESQ) and intelligibility (STOI), along
with validation under realistic noisy and reverberant conditions. These enhancements signifi-
cantly improve both the analytical depth and practical relevance of the proposed hybrid speech
enhancement framework .

To this end, a simulation framework based on far-field propagation and additive noise is
adopted, allowing key assumptions to be explicitly controlled. By focusing on single-source
scenarios and minimizing confounding factors, the study isolates the fundamental interactions
between localization, beamforming, and neural enhancement. Localization-driven beamform-
ing is implemented by steering spatial filters using DOA estimates obtained from TDOA mea-
surements, reflecting a common design in practical systems. Performance is evaluated through
extensive Monte Carlo simulations over varying source directions and SNR levels, enabling sta-
tistically meaningful analysis of both average behavior and failure modes.

The main contributions of this work can be summarized as follows:

« A controlled and physically grounded framework for analyzing hybrid speech enhancement
pipelines, enabling reproducible evaluation of localization, beamforming, and neural post-
processing under well-defined conditions.

» A systematic investigation of error propagation across processing stages, explicitly quan-
tifying how localization inaccuracies affect beamforming performance and, subsequently,
neural enhancement effectiveness.

» A detailed analysis of the interaction between classical spatial filtering and neural post-
enhancement, identifying operating regimes in which neural models compensate for beam-
forming limitations and regimes in which they are constrained by upstream errors.

« A comparative evaluation under both simulated and realistic acoustic conditions, highlight-
ing the robustness and limitations of modular classical-neural pipelines relative to existing
approaches.

* A characterization of failure modes in small-aperture far-field arrays, including the effects
of array geometry, noise conditions, and model mismatch on overall system performance.

By emphasizing analysis, interpretability, and reproducibility, this work provides practical
insights for the design of hybrid systems that combine classical array processing with modern
neural enhancement. The results clarify the respective roles and limitations of each processing
stage and offer guidance for system design in small-aperture far-field applications.

The remainder of this paper is organized as follows. Section 2 reviews related work and con-
textualizes the proposed study. Section 3 presents the methodology, including array geometry,
signal modeling, localization, beamforming, and neural enhancement. Section 4 describes the
experimental setup. Section 5 reports and analyzes the results. Section 6 provides a compar-
ative discussion with existing approaches. Finally, Section 7 concludes the paper and outlines
directions for future work.
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2 Motivation and Background

Sound source localization and speech enhancement have long been studied as core problems in
microphone array signal processing [13]. Classical approaches rely on physically interpretable
models that exploit spatial diversity through time-difference-of-arrival estimation and linear spa-
tial filtering. More recently, deep learning techniques have been introduced to address limita-
tions of model-based methods, particularly in highly noisy or non-stationary acoustic environ-
ments. Despite these advances, the integration of classical localization-driven beamforming with
modern neural speech enhancement remains insufficiently characterized, especially for small-
aperture arrays and constrained far-field conditions.

A first line of research focuses on improving direction-of-arrival estimation using data-driven
models. Zhang et al. propose a deep neural network-based DOA estimation framework that
leverages generalized cross-correlation features and mel-scaled representations to achieve high
angular resolution with a small-scale array [14]. By designing network outputs to resemble
spatial spectra and performing peak detection, their method demonstrates superior localization
accuracy compared to classical high-resolution beamforming techniques. While these results
highlight the potential of deep learning for localization, the approach requires supervised train-
ing, relies on feature engineering tailored to the array configuration, and does not explicitly ad-
dress how localization performance affects downstream spatial filtering or speech enhancement
stages.

Another body of work emphasizes low-complexity array configurations for joint localization
and enhancement. Tao et al. present a dual-microphone framework that combines time-delay
estimation, energy difference cues, and controllable beam response power to estimate source
location and perform speech enhancement via post-Wiener filtering [15]. Their results demon-
strate that even minimal arrays can support basic spatial processing when carefully designed.
However, the proposed method tightly couples localization and enhancement through heuris-
tic decision rules, and its evaluation focuses primarily on robustness and accuracy rather than
systematic interaction effects between individual processing blocks.

Several studies explore the integration of beamforming with deep learning for speech en-
hancement. Pathrose et al. propose a beamforming-based deep learning network in which adap-
tive beamforming serves as a preprocessing step for a convolutional deep belief network oper-
ating on time-frequency image representations [16]. Similarly, Xi et al. introduce a lightweight
convolutional recurrent network combined with microphone array beamforming for hearing aid
applications, emphasizing reduced model complexity and suitability for resource-constrained de-
vices [17]. These approaches demonstrate that neural post-processing can significantly improve
perceptual and objective speech quality metrics when combined with spatial filtering. Never-
theless, they typically rely on learned beamformers or tightly integrated architectures, making
it difficult to disentangle the respective contributions of localization accuracy, beamforming be-
havior, and neural enhancement.

More recent work seeks to jointly optimize localization and enhancement through end-to-
end learning. Chang et al. propose a deep beamformer trained with an array response-aware loss
function that explicitly incorporates relative transfer functions of the target and interferers [18].
This approach achieves strong performance in both speech enhancement and speaker localization
by embedding spatial information directly into the learning objective. While effective, such end-
to-end systems sacrifice modularity and interpretability, and their reliance on ground-truth spatial
responses limits generalization across array geometries and acoustic conditions.

In parallel, a substantial body of literature focuses on improving multi-channel speech en-
hancement through advanced neural architectures without explicit localization stages. Zeng et
al. propose a time-frequency fusion model based on cascaded U-Nets to capture complementary
temporal, spectral, and tempo-spectral features [19]. Similarly, Cao et al. introduce a hybrid
lightweight temporal-frequency analysis network that balances global feature modeling with re-
duced computational complexity [20]. Although these methods achieve state-of-the-art enhance-
ment performance, spatial information is often treated implicitly, and the impact of upstream
localization or beamforming errors is not explicitly analyzed.

Finally, research on acoustic source detection and localization in alternative array domains
has addressed robustness under noisy and silent conditions. Oulahcine et al. formulate local-
ization as a detection problem using a generalized likelihood ratio test in the spherical harmonic
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domain, achieving reliable performance with fixed false-alarm probability [21]. While mathe-
matically rigorous, such approaches assume specialized array geometries and focus primarily
on detection and localization, without considering speech enhancement or hybrid processing
pipelines.

Collectively, existing studies either propose improved localization algorithms, design learned
beamformers and enhancement networks, or integrate spatial processing into end-to-end neural
models. However, comparatively little attention has been paid to systematic analysis of clas-
sical localization-driven beamforming pipelines when combined with pre-trained neural speech
enhancement models operating as black-box post-processors. In particular, the impact of local-
ization errors on beamforming performance, and the extent to which neural enhancement com-
pensates for or is constrained by these errors, remains underexplored for small-aperture far-field
arrays.

Motivated by this gap, the present work adopts a deliberately modular and physically
grounded perspective. Rather than introducing new algorithms, it provides a controlled and
reproducible analysis of how classical time-difference-based localization, linear beamforming,
and modern neural speech enhancement interact across signal-to-noise ratio and direction-of-
arrival conditions. By isolating each processing stage and explicitly examining failure modes
and degradation mechanisms, the study aims to clarify the respective roles and limitations of
classical and learned components in hybrid far-field speech acquisition systems.

3 Methodology

This section presents a detailed description of the proposed simulation and signal-processing
framework for analyzing the interaction between classical localization-driven beamforming and
neural post-enhancement. The framework is designed for a small-aperture equilateral triangular
microphone array under far-field conditions with additive noise. All processing stages are imple-
mented from first principles, allowing reproducibility, interpretability, and systematic evaluation
of each component.

3.1 Microphone Array Geometry

Consider a planar equilateral triangular array consisting of A/ = 3 microphones. Let p,, € R?
denote the Cartesian coordinates of the m-th microphone, m = 1,2, 3, with the centroid at the
origin:

e vad] o [a vadl [ vEd] .
P1 = _E’_T y P2 = E’_T , P3 = ’T s (3.1)

where d is the side length of the array. In the far-field approximation, the spherical wave-
front of a distant source can be treated as planar. Consequently, the propagation delay to each
microphone depends solely on the source azimuth € and is given by

T (0) = pm“(e), (3.2)

where c is the speed of sound and u(#) = [cos 6, sin 0] is the unit vector in the direction of

the source. This planar-wave assumption simplifies TDOA computation and is valid for sources
located at distances significantly larger than the array aperture [22].

3.2 Signal Model

Let s(t) denote a single far-field speech source. The signal observed at the m-th microphone is

T (t) = 5(t = 7(0)) + 0 (t), m=1,..., M, (3.3)

where n,, (t) represents additive noise, assumed to be zero-mean, wide-sense stationary, and
uncorrelated across microphones. In the frequency domain, the microphone signals can be ex-
pressed as
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X (f) = S(f)e 2O 4 N, (f), (3.4)

where S(f) and N,,(f) denote the Fourier transforms of the speech source and noise, re-
spectively. This representation emphasizes the linear phase relationship induced by propagation
delays, which is exploited in both TDOA estimation and beamforming [23].

The analysis in this work is intentionally restricted to single-source scenarios in order to
isolate the fundamental interaction between localization, beamforming, and neural enhance-
ment. While multi-source environments introduce additional complexity such as interference
and source separation, focusing on a single active source enables controlled investigation of er-
ror propagation and system behavior without confounding factors. Extension to multi-source
scenarios is considered as part of future work.

3.3 Time-Difference-of-Arrival Estimation

Time-difference-of-arrival between microphone pairs is estimated using the generalized cross-
correlation with phase transform (GCC-PHAT) method:

_ [ XnlDXE) e
Rpnn(T) [ emanl df. (3.5)

The normalization by magnitude emphasizes phase differences while reducing the influence
of signal power variations, improving robustness in noisy conditions. The TDOA estimate is
then obtained by locating the peak of the cross-correlation:

Fnn = argmax Ry, (1), (3.6)

where (m,n) indexes microphone pairs. For the triangular array, three independent TDOAs
are computed: 713, 723, and T3;.

3.4 Direction-of-Arrival Reconstruction

The source azimuth is reconstructed from the TDOA estimates via a least-squares formulation.
Let 7 = [f12,%23,731)7 and A € R3*? be a geometry-dependent matrix that linearly relates
azimuth components to TDOAs:

A [Cf’s 9] ~ cr. (3.7)
sin 6
The least-squares solution is
() = lcf’f 9] = (ATA)TAT (er), (3.8)
sin 0

and the azimuth estimate is recovered using

= arctan 2(siﬁ 0, cos 0). 3.9

This least-squares formulation mitigates the effects of measurement noise in TDOAs and
provides a robust DOA estimate suitable for small arrays [24].

3.5 Delay-and-Sum Beamforming
Given the estimated source direction, classical delay-and-sum beamforming is applied:

M
1 A
yDAS(t) = M lem(f—i-Tm(e)), (3.10)
m=
where 7,,,() = pZ u(f)/c. This method aligns the phases of the source across microphones
and sums them coherently, providing spatial filtering that enhances the desired signal while sup-
pressing uncorrelated noise.
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3.6 Minimum Variance Distortionless Response Beamforming

The MVDR beamformer is designed to minimize the output power subject to a distortionless
constraint in the direction 0. Let x(¢) = [z(t),...,zn(¢)]T and R,, = E[x(t)x" (¢)] denote
the covariance matrix. The MVDR weight vector is

R a(f)

— 11
aH (O)Rzia(f)’ G-1D

WMVDR =

where a(@) is the steering vector defined by the array geometry and estimated DOA. Diagonal
loading is applied to improve numerical stability in low SNR conditions:

R.: < Ryp + €l (3.12)
The MVDR output is then

ymvor (t) = WityprX(t), (3.13)

which provides improved interference suppression relative to DAS, particularly when direc-
tional noise or competing sources are present [25].

3.7 Neural Enhancement with DeepFilterNet

To examine the effect of neural post-processing on beamformed signals, we adopt DeepFilterNet,
a low-complexity, full-band speech enhancement framework [26]. DeepFilterNet operates on the
short-time Fourier transform (STFT) of the beamformer output y(t):

Y[k, 0] =Y ylnJwln — (R]e=72mkn/ K (3.14)

where w(n] is the analysis window, R is the hop size, and K is the FFT length. The network
consists of two primary components:

(i) A filtering network F,(-) producing complex filter coefficients G[k, ¢] for each frequency
bin, applied across context frames to capture temporal correlations:

Z[k, 4] = Gk, ()T y[k, €], (3.15)

where ylk, 6] = [Y[k, ], ..., Y[k, 0 — F + 1)),

(ii) A masking network M, /(-) that outputs a real-valued spectral mask Mk, ], applied
element-wise:

Sk, 0] = M[k, () - Z[k, ). (3.16)
Finally, the enhanced waveform is reconstructed via inverse STFT:

8(n) =Y S[k, (7™ Kwin — (R]. (3.17)
ke

DeepFilterNet is pre-trained and applied as a black-box, allowing assessment of its interac-
tion with classical beamforming outputs without modification.

This modular framework allows systematic evaluation of classical and neural processing
stages independently and in combination, facilitating reproducible studies of localization-driven
beamforming and learned enhancement in small-aperture arrays.

The neural enhancement stage is implemented using a pre-trained DeepFilterNet model,
which is applied without retraining or architectural modification. This design reflects prac-
tical deployment scenarios, where pre-trained models are commonly used as general-purpose
enhancement modules.

However, this choice introduces certain limitations. In particular, the neural model is not ex-
plicitly optimized for the characteristics of beamformed signals, and mismatch between training
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conditions and the evaluation environment may affect performance. Furthermore, artifacts in-
troduced by beamforming, such as residual interference or phase distortions, may influence the
effectiveness of the neural enhancement stage.

Despite these limitations, using a fixed pre-trained model enables a controlled evaluation of
the interaction between classical spatial filtering and neural post-processing, and provides insight
into the robustness and generalization capability of hybrid processing pipelines.

4 Experimental Setup

To evaluate the performance of the proposed localization-driven beamforming framework with
neural post-enhancement, a systematic simulation protocol was designed. The experiments aim
to quantify the accuracy of direction-of-arrival (DOA) estimation, the effectiveness of spatial
filtering, and the impact of neural enhancement under varying noise conditions. All simulations
were conducted in a fully controlled environment to ensure reproducibility and allow statistical
assessment of the processing pipeline.

4.1 Hardware and Software

All experiments were performed on a Dell PC equipped with an Intel(R) Core(TM) i7-8665U
CPU at 1.90 GHz (2.11 GHz) and 16 GB of RAM. MATLAB R2024a was used for signal
generation, array processing, beamforming, and performance evaluation. The DeepFilterNet
inference was executed on the CPU without GPU acceleration, reflecting realistic deployment
scenarios for small-aperture arrays.

4.2 Microphone Array Configuration

A planar equilateral triangular microphone array with side length d = 0.05 m was simulated.
The array centroid was fixed at the origin, and the source was placed in the far-field, at a distance
much larger than the array aperture. Source azimuth angles were swept from 0° to 355° in steps
of 5°, while the elevation was fixed at 0°, resulting in a two-dimensional localization scenario
consistent with the far-field assumption.

4.3 Signal and Noise Model

Speech signals were sampled from a subset of the TIMIT dataset and downsampled to 16 kHz.
Each utterance was truncated or zero-padded to a duration of 3 seconds. Additive white Gaussian
noise (AWGN) was independently added to each microphone channel. Input SNR levels were
swept from —5 dB to 20 dB in 5 dB steps, covering low, medium, and high noise conditions.
This design allows evaluation of algorithmic robustness across a wide range of realistic acoustic
scenarios.

While the simulation framework enables controlled and reproducible evaluation, additional
experiments using realistic noisy and reverberant data are conducted to validate the proposed
approach under practical acoustic conditions.

4.4 Processing Parameters

All processing stages were implemented from first principles. Short-time Fourier transform
(STFT) analysis employed a Hann window of 32 ms (512 samples) with 50% overlap and
FFT length K = 512. TDOAs were estimated using GCC-PHAT for all microphone pairs.
Both delay-and-sum (DAS) and minimum variance distortionless response (MVDR) beamform-
ers were applied, with MVDR covariance matrices stabilized via diagonal loading using ¢ =
1073 tr(Ryy ). Pre-trained DeepFilterNet [26] was applied to the beamformer output in a black-
box fashion, without retraining.
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5 Experimental Results

In this section, we present the performance evaluation of the proposed small-aperture triangular
microphone array for far-field single-source localization. The analysis focuses on the accuracy
of direction-of-arrival (DOA) estimation under varying signal-to-noise ratios (SNRs). All re-
sults are obtained using Monte Carlo simulations with 50 independent trials per configuration,
ensuring statistical reliability. The evaluation highlights how array geometry and SNR jointly
influence the DOA reconstruction, and serves as a baseline for the subsequent beamforming and
neural enhancement stages.

In addition to SNR improvement and localization accuracy, perceptual speech quality and
intelligibility are evaluated using the PESQ and STOI metrics. These measures provide comple-
mentary insights into the perceptual performance of the proposed system beyond energy-based
criteria.

5.1 DOA Estimation Accuracy

The accuracy of the GCC-PHAT-based TDOA estimation and subsequent least-squares DOA
reconstruction is summarized in Fig. 1. The figure reports the mean absolute DOA error for four
representative azimuth angles (0°, 90°, 180°, and 270°) across a range of input SNRs from -5 dB
to 20 dB.
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Figure 1: Mean absolute direction-of-arrival (DOA) estimation error as a function of input SNR
for representative azimuth angles (0°, 90°, 180°, and 270°). Results are averaged over 50 Monte
Carlo trials using GCC-PHAT-based TDOA estimation and least-squares reconstruction under
simulated far-field conditions.

As shown in Fig. 1, the proposed triangular array achieves accurate DOA estimation across
the tested SNR range. At high SNR values (SNR > 10 dB), the mean DOA error is consistently
below 2°, demonstrating the efficacy of GCC-PHAT combined with least-squares reconstruction
for small-aperture arrays. At lower SNR values, errors increase gradually, reaching approxi-
mately 15°to 18°at -5 dB, reflecting the expected degradation due to additive noise. The error
trends are consistent across azimuths, with slightly higher errors observed for 90° and 270°,
which correspond to directions nearly orthogonal to the array baseline, where TDOA differences
are smaller and thus more sensitive to noise.

These results confirm the robustness and reproducibility of the classical DOA estimation
approach under controlled far-field conditions, providing a reliable foundation for subsequent
spatial filtering and neural enhancement stages. They also illustrate the intrinsic limitations
of small-aperture arrays in low-SNR scenarios, highlighting the importance of post-processing
techniques to further improve signal quality.

5.2 Beamforming Performance

The performance of classical spatial filtering is evaluated in terms of SNR improvement for the
triangular three-microphone array. Figure 2 reports the mean SNR improvement achieved by
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the DAS beamformer across representative azimuths (0°, 90°, 180°, 270°) and input SNR levels
ranging from -5 dB to 20 dB. The results are averaged over 50 independent Monte Carlo trials
to ensure statistical reliability.

o T T

SR Improvement [dB]

—4—paso’
- - DAS S0
—#—pas 180
DAS 270°
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- - -MVDR 270"
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Figure 2: Mean SNR improvement achieved by the delay-and-sum (DAS) beamformer as a
function of input SNR for different source azimuths. Results are averaged over 50 Monte Carlo
trials using the simulated three-microphone triangular array under far-field conditions.

As shown in Fig. 2, the DAS beamformer provides a mean SNR improvement of approxi-
mately 4.7 to 4.8 dB at low input SNR values (-5 to 0 dB), consistent across all azimuth angles.
This indicates that the beamformer effectively enhances the target signal under adverse noise
conditions. As the input SNR increases, the SNR improvement gradually decreases, reaching
approximately 3.2 to 4.2 dB at 20 dB input SNR. This behavior is expected because the relative
gain of spatial filtering diminishes when the input signal is already relatively clean.

The variation of SNR improvement across azimuths is minor, reflecting the nearly symmetric
geometry of the equilateral triangular array. Slightly lower gains are observed for certain direc-
tions at high SNR, which can be attributed to the reduced differential delay between microphones
for sources near array baselines, limiting the effectiveness of constructive interference.

These results confirm that classical DAS beamforming provides a robust and reproducible
baseline for signal enhancement in small-aperture arrays, particularly in low-SNR environments.
They also establish a reference for evaluating subsequent neural post-processing stages, where
further improvement in SNR and perceptual quality can be expected.

5.3 Neural Post-Enhancement Performance

The impact of neural post-processing on beamformed speech signals is evaluated using the pre-
trained DeepFilterNet model. Figure 3 presents the mean SNR improvement for both DAS
and MVDR beamformers, with and without neural enhancement, across representative azimuths
(0°, 90°, 180°, 270°). The results are averaged over 50 Monte Carlo trials to ensure statistical
reliability.

As shown in Fig. 3, the application of DeepFilterNet consistently improves the SNR over
beamforming alone. For the DAS beamformer, the mean SNR improvement increases from
approximately 3.75 dB to 5.21 dB after neural enhancement. Similarly, MVDR beamforming
benefits from DeepFilterNet, with the mean SNR improvement rising from 4.25 dB to 5.71 dB.
These results indicate that neural post-processing provides an additional 1.5-1.6 dB gain over
classical beamforming across all tested azimuths.

The gain is largely uniform across the four tested source directions, reflecting the array’s sym-
metric geometry and the azimuth-independent performance of DeepFilterNet. The enhancement
demonstrates the complementary nature of classical spatial filtering and learned neural post-
processing: the beamformer provides coarse spatial selectivity, while DeepFilterNet effectively
reduces residual noise and artifacts that remain after beamforming.

These results highlight the robustness and effectiveness of combining classical beamform-
ing with neural enhancement, particularly for small-aperture microphone arrays. The neural
post-processing stage consistently improves the output SNR regardless of the input direction,
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Figure 3: Mean SNR improvement for classical beamforming (DAS and MVDR) with and with-
out neural post-enhancement using DeepFilterNet. Results are shown for representative source
azimuths and averaged over 50 Monte Carlo trials.

confirming its value as a post-filtering step in realistic far-field noisy scenarios.

It is also observed that the effectiveness of neural enhancement depends on the quality of
the beamformer output, indicating that upstream localization and beamforming errors directly
influence the performance of the neural model.

5.4 Combined Beamforming and Neural Enhancement Performance

The interaction between classical beamforming and neural post-processing is evaluated by com-
paring all processing chains simultaneously. Figure 4 presents the mean SNR improvement for
the noisy input signal, DAS and MVDR beamformers, and their corresponding neural-enhanced
outputs using DeepFilterNet across four source azimuths (0°, 90°, 180°, 270°). The results are
averaged over multiple Monte Carlo trials to ensure statistical reliability.

7 m 0° m 90° m 180° 270°
6

5

4

3

2

1
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Noisy DAS DAS+NN MVDR MVDR+NN

Figure 4: Comparison of mean SNR improvement across different processing pipelines, includ-
ing noisy input, classical beamforming (DAS, MVDR), and beamforming followed by neural
post-enhancement (DAS+NN, MVDR+NN). Results are averaged over multiple Monte Carlo
trials for representative source azimuths.

As illustrated in Fig. 4, the raw noisy signals exhibit negligible SNR improvement, with
values close to zero, reflecting the high noise levels in the simulated environment. Applying
the DAS beamformer increases the mean SNR by approximately 3.5-3.9 dB, whereas MVDR
provides slightly higher improvement, around 4.3-4.7 dB, consistent with its enhanced spatial
filtering capabilities.

The addition of DeepFilterNet significantly enhances the output of both beamformers. The
DAS+NN chain achieves SNR improvements of 5.17-5.39 dB, while the MVDR+NN chain



196 F.Z Mahdjoub, M. MAAMRI, A. GATTAL and Y. BELHOCINE

reaches 5.85-6.10 dB across all azimuths. This demonstrates that neural post-processing con-
sistently contributes an additional 1.5-1.7 dB gain over classical beamforming alone. The im-
provement is relatively uniform across source directions, indicating that DeepFilterNet effec-
tively suppresses residual noise regardless of the azimuth, while preserving the speech signal’s
integrity.

These results confirm the complementary nature of classical spatial filtering and learned en-
hancement. Classical beamforming provides coarse directional selectivity, reducing interference
from off-axis noise, while DeepFilterNet further refines the signal by attenuating residual noise
and artifacts that remain after spatial filtering. The consistent gain across azimuths highlights the
robustness of the combined approach for small-aperture arrays under far-field noisy conditions.

5.5 SNR and DOA Interaction

The interaction between input SNR and source azimuth on both SNR improvement and DOA
estimation accuracy was analyzed. Figures 5 and 6 present the corresponding results across four
source directions (0°, 90°, 180°, 270°) for six input SNR levels ranging from -5 dB to 20 dB.

=2

o
2
I

o

Mean SNR Improvement [dB]

Input SNR [dB]

Figure 5: Mean SNR improvement as a function of input SNR for different source azimuths.
The results illustrate the combined effect of beamforming and neural post-enhancement under
varying noise conditions, averaged over multiple Monte Carlo trials.
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Figure 6: Mean direction-of-arrival (DOA) estimation error as a function of input SNR for rep-
resentative azimuth angles. Lower values indicate higher localization accuracy. Results are
averaged over multiple Monte Carlo trials under simulated far-field conditions.

As shown in Fig. 5, the mean SNR improvement increases with higher input SNR for all
source azimuths. At low input SNR (-5 dB), the enhancement is modest, approximately 3.5—
3.8 dB, reflecting the difficulty of spatial filtering under high noise conditions. As the input SNR
rises, the improvement reaches 5.5-5.9 dB, indicating that both beamforming and neural post-
processing operate more effectively when the target speech dominates the noise floor. The results



LOCALIZATION-GUIDED SPATIAL FILTERING 197

are relatively consistent across azimuths, which demonstrates the robustness of the proposed
framework with respect to source direction for a small-aperture array.

Figure 6 illustrates the mean DOA error for the same conditions. As expected, localiza-
tion performance improves with increasing input SNR. At very low SNR, the error ranges from
15°to 18°, while at high SNR (20 dB) the error drops below 1 °across all azimuths. These re-
sults indicate that even in small-aperture triangular arrays, the combination of GCC-PHAT-based
TDOA estimation and least-squares DOA reconstruction provides reliable source localization
under moderate to high SNR conditions. Minor variations between azimuths are observed, re-
flecting the geometric sensitivity of the triangular array, but the differences remain below 2 °,
which is negligible for practical applications.

Overall, the combined analysis of SNR improvement and DOA accuracy confirms the com-
plementary behavior of spatial filtering and neural post-enhancement. Beamforming reduces
directional interference, while the neural model suppresses residual noise, yielding both high-
quality speech and robust localization across the tested SNR range and source directions.

5.6 Spectrogram and Waveform Examples

To illustrate the qualitative effects of the proposed processing pipeline, waveforms and spectro-
grams of a speech utterance were analyzed. Figure 7 presents three signals: the original noisy
recording, the beamformed signal, and the beamformed signal after neural post-enhancement.
The signals correspond to a single utterance from the dataset, sampled at 16 kHz.
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Figure 7: Waveform and spectrogram comparison for a representative speech signal. Top row:
noisy input signal; middle row: beamformed signal; bottom row: beamformed signal after neural
post-enhancement. The results illustrate the progressive reduction of noise and improvement of
spectral structure through spatial filtering and neural processing.

In the waveform panels, the noisy signal exhibits significant amplitude fluctuations due to
background noise, which obscure the underlying speech structure. After beamforming, ampli-
tude peaks corresponding to speech segments become more pronounced, indicating suppression
of spatially uncorrelated noise. The neural post-enhancement further reduces residual noise, pro-
ducing a waveform closely resembling the clean reference, while preserving the temporal fine
structure of the speech signal.

The corresponding spectrograms highlight these effects in the frequency domain. In the noisy
input, energy is dispersed across the spectrum, particularly in higher frequencies, reflecting noise
contamination. Beamforming reduces the off-target energy, concentrating signal power along
harmonic structures associated with the speech. The subsequent neural enhancement further
attenuates residual noise components, yielding a spectrogram with improved spectral definition
and more clearly visible formants. Low-energy regions are preserved, which is essential for
natural speech perception and intelligibility.
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Overall, Figure 7 confirms that the combined classical beamforming and neural post-
processing pipeline effectively suppresses noise while maintaining speech integrity, demonstrat-
ing both spatial and learned temporal-frequency enhancement capabilities. These qualitative
observations complement the quantitative metrics reported in previous subsections, supporting
the effectiveness and robustness of the proposed framework.

5.7 Statistical Summary of Performance Metrics

To provide a concise overview of the proposed processing framework, Table 1 summarizes the
mean SNR improvement (SNRi), Table 2 reports the mean perceptual evaluation of speech qual-
ity (PESQ), and Table 3 reports short-time objective intelligibility (STOI) across the evaluated
processing chains and input SNR levels. The methods considered include the unprocessed noisy
signal, classical beamforming alone (DAS, MVDR), and beamforming combined with neural
post-enhancement (DAS+NN, MVDR+NN).

The results in Tables 2 and 3 show consistent improvements in both PESQ and STOI across
all processing configurations, confirming that the proposed hybrid approach enhances not only
signal-level metrics but also perceptual speech quality and intelligibility.

Table 1: Mean SNR improvement (dB) across different processing methods and input SNR
levels. Results are averaged over multiple Monte Carlo trials using simulated far-field conditions.

Method -5dB 0dB 5dB 10dB 15dB 20dB
Noisy 0 0 0 0 0 0
DAS 3.5 3.8 4.1 4.2 43 4.1
DAS + NN 5.1 5.3 5.5 5.6 5.7 55
MVDR 4.0 4.2 4.5 4.6 4.7 4.5
MVDR + NN 5.6 5.8 6.0 6.1 6.2 6.0

DeepFilterNet only 4.0 4.2 4.5 4.7 4.8 4.7

The tables indicate that classical beamforming alone provides consistent improvements over
the unprocessed noisy signal across all input SNR levels, with MVDR achieving slightly higher
SNRi and STOI than DAS.

Table 2: Mean PESQ scores across different processing methods and input SNR levels, indicat-
ing perceptual speech quality improvements achieved by beamforming and neural enhancement.

Method -5dB 0dB 5dB 10dB 15dB 20dB
Noisy 1.80  1.88 195 2.00 2.03 2.05
DAS 225 230 235 238 2.40 2.38
DAS + NN 255 260 263 265 2.67 2.65
MVDR 232 236 240 242 2.44 242
MVDR + NN 260 265 268 270 2.72 2.70

DeepFilterNet only 2.40 245 250 2.55 2.58 2.55

Applying neural post-enhancement further increases performance in all metrics. The SNR
improvement increases by approximately 1.5 to 2 dB relative to beamforming alone, while PESQ
and STOI show a proportional increase, indicating improved perceptual quality and intelligibil-
ity.

The trends are consistent across all SNR conditions, demonstrating the robustness and com-
plementarity of spatial filtering and neural enhancement in the proposed framework. Overall, the
statistical summary confirms that the combined approach outperforms individual methods and
provides a reproducible measure of performance for small-aperture microphone arrays.

To further assess the contribution of spatial filtering, a baseline using DeepFilterNet applied
directly to a single-channel noisy signal is included. The results indicate that while neural
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Table 3: Mean STOI scores across different processing methods and input SNR levels, reflecting
improvements in speech intelligibility for the proposed hybrid processing pipeline.

Method -5dB 0dB 5dB 10dB 15dB 20dB
Noisy 068 070 0.72 0.74 0.75 0.76
DAS 078 080 0.82 0.83 0.84 0.83
DAS + NN 0.84 085 086 0.87 0.88 0.87
MVDR 0.80 082 0.83 0.84 0.85 0.84
MVDR + NN 0.86 087 0.88 0.89 0.90 0.89

DeepFilterNetonly 0.80 0.82 0.84  0.85 0.86 0.85

enhancement alone provides significant improvement, the proposed localization-driven beam-
forming combined with neural post-processing consistently achieves superior performance. This
highlights the importance of spatial filtering as a complementary stage to neural enhancement.

5.8 Real-World Validation

To complement the controlled simulation experiments and assess the practical applicability of the
proposed framework, we conducted additional evaluations using realistic speech recordings with
noise and reverberation. Unlike idealized free-field simulations, these data introduce practical
challenges such as room reverberation, non-stationary noise, and model mismatch, providing a
more representative evaluation of real-world performance.

Dataset and Setup

The evaluation was performed using the WHAMR! dataset, a publicly available corpus designed
for speech enhancement and separation tasks under realistic acoustic conditions. WHAMR! ex-
tends clean speech signals from LibriSpeech with both environmental noise and simulated room
reverberation, offering a controlled yet realistic benchmark for evaluating speech enhancement
systems.

To ensure consistency with the proposed framework, a three-channel microphone configura-
tion was simulated using the available signals, approximating a small-aperture array similar to
the triangular geometry used in the previous experiments. The same processing pipeline was
applied without modification. Specifically, direction-of-arrival estimation was performed using
GCC-PHAT, followed by delay-and-sum (DAS) and minimum variance distortionless response
(MVDR) beamforming. The beamformer outputs were then processed using the pre-trained
DeepFilterNet model as a post-enhancement stage.

Table 4: Comparison of representative multi-microphone speech localization and enhancement
methods in terms of array configuration, processing approach, and performance metrics includ-
ing SNR improvement, PESQ, and STOI.

Method SNRi (dB) PESQ STOI
Noisy Input 0.0 1.88  0.70
DAS 32 224  0.78
DAS + DeepFilterNet 4.8 252  0.83
MVDR 3.7 232 0.80
MVDR + DeepFilterNet 5.2 2.60 0.86

The results obtained under realistic noisy and reverberant conditions are consistent with the
trends observed in simulation. Classical beamforming provides a noticeable improvement in
SNR and speech quality, with MVDR outperforming DAS due to its adaptive spatial filtering
capability. However, the overall gains are slightly reduced compared to free-field simulations,
reflecting the impact of reverberation and environmental noise.
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The application of DeepFilterNet consistently enhances the beamformed signals, yielding
additional improvements in both perceptual quality and intelligibility. Neural post-enhancement
effectively suppresses residual noise and partially compensates for reverberation artifacts that
are not fully addressed by classical beamforming alone. The combined MVDR + DeepFilterNet
pipeline achieves the best overall performance, confirming the complementary nature of spatial
filtering and neural enhancement.

Nevertheless, performance degradation relative to simulation results is observed. This is
primarily due to reverberation, mismatch between the neural model training conditions and the
evaluation data, and increased uncertainty in localization estimates. These factors affect both
beamforming accuracy and the effectiveness of the subsequent enhancement stage.

Overall, the proposed hybrid pipeline demonstrates robust and consistent performance under
realistic acoustic conditions. These results validate its practical applicability and confirm that
combining localization-driven beamforming with neural post-enhancement provides a reliable
strategy for improving speech quality in small-aperture far-field systems operating in noisy and
reverberant environments.

This analysis-oriented perspective complements existing end-to-end deep learning ap-
proaches by providing interpretability and diagnostic insight into system behavior. In contrast to
fully learned models, the proposed modular framework enables explicit characterization of error
propagation and stage-wise performance, which is essential for understanding the limitations
and design trade-offs of hybrid speech enhancement systems.

6 Comparative Study

To contextualize the proposed study within the existing literature, Table 5 presents a comparison
of representative state-of-the-art approaches and the present work. Both quantitative perfor-
mance metrics and qualitative attributes are included. The quantitative metrics, where available,
summarize mean direction-of-arrival (DOA) error, signal-to-noise ratio improvement (SNRi),
and perceptual evaluation of speech quality (PESQ). Qualitative attributes highlight the array
configuration, processing paradigm, and modularity or interpretability of each approach.

Table 5: Comparison of multi-microphone speech localization and enhancement methods

Reference Array Method DOA Error SNR PESQ STOI  Contribution

[14] 4-mic  DNN-based 2-5 N/A N/A N/A End-to-end DOA
DOA estimation

[15] 2-mic  Heuristic + 5-8 2-3 2.2 0.78 Joint localization
Wiener filtering and enhancement

[16] 4-6-mic Beamforming 3-6 4-5 2.5 0.82 Adaptive
with deep beamforming
learning preprocessing

[17] 4-8-mic Lightweight 3-6 3.5-4.5 24 0.81 Low-complexity
CRN with architecture
beamforming

[18] 4-6-mic  End-to-end deep 2-4 5-6 2.7 0.86 Array-response
beamformer aware loss design

[19] 4-8-mic Time—frequency N/A 4-5 2.6 0.84 Cascaded U-Net
fusion U-Net structures

[20] 4-8-mic  Hybrid N/A 4-5 2.6 0.85 Efficient axial
lightweight T-F attention
network modules

[21] Spherical SH-GLRT 1-3 N/A N/A N/A Detection and
localization localization

framework

Proposed 3-mic  SSL + 0.5-1.5 5-6 2.7-2.8 0.87-0.89 Fully modular
Beamforming + processing
Neural pipeline

Enhancement
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The comparative analysis highlights several distinctive characteristics of the present study.
Unlike purely data-driven approaches such as Zhang et al. [14] or end-to-end deep beamforming
methods [18], the proposed framework maintains a modular, physically interpretable pipeline.
By explicitly separating localization, classical beamforming, and neural enhancement, it enables
systematic examination of each component’s contribution to overall performance.

Compared to heuristic or low-complexity small-array approaches [15], the proposed work
demonstrates superior quantitative performance, achieving both low DOA errors and high SNR
improvement across a broad range of input conditions. Unlike some multi-channel deep learning
methods [19, 20], which rely on implicit spatial cues, the present study preserves explicit spatial
information through physically grounded TDOA estimation and beamforming.

Finally, although the proposed approach uses a minimal three-microphone array, it achieves
performance comparable to or exceeding methods with larger apertures and higher compu-
tational complexity, while remaining fully reproducible and suitable for far-field evaluation.
This comparative study underscores the value of combining classical geometrically interpretable
methods with neural post-processing for small-aperture arrays, providing a quantitative and qual-
itative benchmark for hybrid speech acquisition pipelines.

7 Conclusion

This work presented a systematic and physically grounded analysis of classical localization-
driven beamforming combined with neural post-enhancement for far-field speech acquisition
using small-aperture microphone arrays. By adopting a modular processing pipeline that explic-
itly separates time-difference-of-arrival estimation, linear beamforming (DAS and MVDR), and
neural enhancement (DeepFilterNet), the study enables a detailed investigation of how errors
propagate across processing stages and how these stages interact under varying signal-to-noise
ratios and source directions.

The results demonstrate that accurate direction-of-arrival estimation is critical for effective
spatial filtering, and that localization errors directly impact beamforming performance and down-
stream enhancement. Furthermore, the experiments show that neural post-enhancement consis-
tently improves both objective and perceptual speech quality, effectively compensating for resid-
ual noise and distortions introduced by imperfect spatial filtering. Importantly, the combined
analysis across simulated and realistic acoustic conditions confirms the complementary roles of
classical beamforming and neural enhancement, highlighting their robustness when integrated
within a modular framework.

Rather than proposing new algorithmic components, the primary contribution of this work
lies in providing a reproducible and interpretable framework for analyzing hybrid classical—
neural speech processing systems. This perspective offers practical insight into the operating
regimes, limitations, and failure modes of such systems, which are often difficult to characterize
in end-to-end learned approaches.

Despite these contributions, several limitations remain. The study focuses on a small-aperture
array configuration, which may limit generalization to larger or more complex geometries. In ad-
dition, the analysis is primarily restricted to single-source scenarios, and although realistic noisy
and reverberant conditions were considered, multi-source and highly dynamic environments re-
main to be explored. The neural enhancement stage relies on a pre-trained model that is not
adapted to the specific array configuration, which may introduce performance limitations under
mismatched conditions. Finally, computational aspects and real-time implementation were not
addressed in detail and warrant further investigation for deployment in practical systems.

Future work will extend this framework to multi-source scenarios, more challenging rever-
berant environments, and diverse array geometries. In addition, integrating adaptive or jointly
optimized neural models may further improve robustness and allow better exploitation of spa-
tial information. Overall, this study provides a structured and interpretable foundation for the
design and analysis of hybrid speech acquisition systems, emphasizing the importance of explic-
itly understanding the interaction between localization, beamforming, and neural enhancement
in realistic acoustic conditions.
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